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alchemiscale1, an OpenFE-based distributed execution system for alchemical binding free energy networks, has to date been used by 
several organizations to accelerate drug discovery, benchmark new molecular mechanics force fields, and evaluate new methods for 
network planning, atom mapping, and alchemical transformation execution. alchemiscale can take advantage of commodity compute 
from a variety of sources, including HPC and Kubernetes clusters, but can now also make use of Folding@Home for "planetary scale" 
compute capacity.

Folding@Home2 (FAH) is a citizen-science-driven distributed compute platform for molecular dynamics simulations, with participants 
worldwide. During the height of the COVID-19 pandemic in April 2020, Folding@Home became the first exascale computing system, 
reaching a peak compute capacity of 2.43 exaflops. Among the many projects supported with this compute, the Covid Moonshot3 
performed over 50,000 free energy calculations to support its discovery program of a broadly-accessible COVID-19 antiviral. Now in its 
25th year of operation, Folding@Home continues to deliver insights into the mechanistic behavior of proteins across a broad range of 
scientific applications.

We present the results of our recent use of Folding@Home as a compute engine for free energy calculations (FECs) via alchemiscale, 
and the architectural approach for orchestrating communication between the two systems. This combined system will further accelerate 
forcefield and methods development, and enable new efforts in large-scale, open-science drug discovery.

Intro and context

How it works

How well it works

Focus is a diagram showing how 
alchemiscale works, and in particular 
how the Folding@Home compute service 
interfaces with Folding@Home.

Figures showing:
1. Distribution of differences between Folding@Home 
DG and non-FAH DG separated by dataset.
2. Folding@Home throughput vs. conventional compute.

Define what alchemiscale is and 
what it’s for. Also define what 
Folding@Home is, and what we aimed 
to accomplish by leveraging both.
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alchemiscale features a service-oriented architecture. The server itself is comprised of several services, including a central state store (a Neo4j graph database), an object store (e.g. AWS S3) for 
retaining results objects, and RESTful API services for user and compute interaction.

Users interact via the Python-based AlchemiscaleClient, submitting AlchemicalNetworks prepared using OpenFE ecosystem tools. Users can action Tasks for the Transformations in 
their submitted networks, and these will be claimed and computed by ComputeServices. Later this year, users will be able to optionally submit an effort allocation Strategy to automatically 
action Tasks up to their desired Results goal. As Results complete, users can use the AlchemiscaleClient to efficiently retrieve them for use in downstream analysis and decision-making.

ComputeServices can be deployed to heterogeneous resources, such as HPC and Kubernetes clusters, individual machines, and now Folding@Home work servers (Figure 1, right). The 
FAHComputeService operates via the same overall model as conventional ComputeServices, but internally offloads compute-intensive simulation workloads to Folding@Home. When the 
service claims a Task, it uses the corresponding Transformation to generate a ProtocolDAG of ProtocolUnits encoding the set of steps needed to perform the FEC. It then executes the 
ProtocolUnits that cannot be performed on Folding@Home (red) via a ProcessPool, and submits the compute-intensive simulation ProtocolUnits to Folding@Home (blue). A single 
FAHComputeService can execute thousands of ProtocolDAGs concurrently, ensuring Folding@Home is sufficiently saturated whenever Tasks are available to compute.

Figure 1. System architecture for alchemiscale. Users interact with the server (green) from their own workstations (blue), and compute services (red, violet, ochre) execute the FECs they action. The operating model of the Folding@Home compute 
service (violet) is shown in further detail (right).

Figure 2. Distribution of differences between Folding@Home-based Transformation free energy estimates versus the 
same Transformations performed with conventional compute, both using the NonEquilibriumCyclingProtocol. 
Public datasets sourced from the recent OpenFE industry benchmark (manuscript in preparation).

Figure 3. Throughput over time of NonEquilibriumCyclingProtocol FECs performed via alchemiscale on the 
industry benchmark sets featured in Figure 2. (a) Stacked, cumulative FECs completed as a function of day, separated 
by compute platform. (b) Difference in non-fah and fah FEC completed counts shown in (a).

To assess the accuracy and performance of Folding@Home-based FEC execution versus conventional compute, we prepared 21 AlchemicalNetworks across 4 public datasets from the recent 
OpenFE industry benchmark. Every ligand transformation in these AlchemicalNetworks featured Folding@Home-based and conventional NonEquilibriumCyclingProtocol 
Transformations, with Tasks on each actioned over several waves starting April 9, 2025. In total we performed 8,208 FECs, with half on Folding@Home and half on conventional compute.

In terms of accuracy, among the ligand transformations that completed successfully on both platforms (1,012), the differences between the Folding@Home and conventional compute estimates 
featured a mean difference of <0.04 kcal/mol, with a standard deviation of <0.60 kcal/mol (Figure 2). This compares favorably with the expected accuracy limit of experimental measures of ~0.5 
kcal/mol.

In terms of performance, we observed that our approach to using Folding@Home does introduce measurable latency in result completion compared to equivalently-provisioned conventional 
compute (Figure 3). However, under high contention for conventional compute and where latency is unimportant, Folding@Home execution can provide substantially more parallelism, with 
real-time observations giving at times over 2x the capacity of all our available conventional compute.
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